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Abstract 

The adoption of model-based predictive control (MPC) strategies for 

building systems, such as auxiliary heating/cooling systems, electric 

lighting systems, operable window and window shading systems, 

represents a significant potential to reduce the environment impact of 

buildings. However, the potential of MPC has been challenged with 

the limited nature of the information available to the controller to 

make optimal operational decisions. This paper proposes a self-

adaptive MPC method: one in which the control system (1) learns the 

building physics via a sequential non-linear filter —processing the 

data coming from a network of sensors/meters; (2) predicts its re-

sponse using a first-order discrete-time state-space model—processing 

data coming from forecasts; and, (3) adapts the operation of a heat-

ing/cooling system by employing the Newton's method in optimiza-

tion. The potential of this MPC method is demonstrated through a 

simulation-based study focused on a hypothetical south-facing office. 

The performance of the MPC method is contrasted to a classical reac-

tive controller. Its sensitivity to varying resolution and availability of 

sensors, meters and forecasts is studied. The simulation results indi-

cate that such a method could lead to significant energy savings, even 

with the limitations/challenges related with the availability and resolu-

tion of these inputs. Such a system may also enhance the controllabil-

ity of the indoor climate within the designated setpoints.   

1 Introduction 

1.1  Motivation 

 Buildings play a significant role in our environmental impact (e.g., 53% of electricity 

use, 35% of greenhouse gas emissions) and adoption of innovative operation strategies for 

building systems, such as auxiliary heating/cooling systems, electric lighting systems, oper-

able window and window shading systems, represents a great potential to reduce this impact.  

 Oftentimes, these operation strategies involve the incorporation of heuristics (e.g. op-

timal start/stop, night purge) in classical controllers (e.g. on-off or proportional control). 

However, heuristics require having access to (and the incurred cost of) experienced personnel 

to implement and commission the strategies. In theory, a self-adaptive model predictive con-

troller (MPC) should systematize the optimal operational decisions and reduce the depend-

ency on the experienced personnel.  

1.2  Background on Model-based Predictive Control 

 A self-adaptive MPC controller can typically be pictured as three agents handling 

three distinct tasks: (1) learning, (2) predicting, and (3) adapting. The learning agent is an in-

verse model. As schematically illustrated in Figure 1.a, it interprets the real-time measure-



ments and disturbances recursively to learn characteristics of the indoor environment (e.g. ef-

fective thermal resistance and capacitance). To this end, several researchers have studied 

various inverse model training methodologies. For example, Fux et al. (2014) studied ex-

tended Kalman Filters (EKF). They reported that EKF is capable of yielding robust conver-

gence to the model parameters after three weeks. They also analyzed the influence of the 

model complexity and reported that a 1R1C model is adequate to yield short term forecasts of 

the building response. Radecki and Hencey (2012) compared the performance of EKF with an 

unscented Kalman Filter (UKF) using a 1R1C model and reported that UKF as a state and pa-

rameter estimation algorithm yields more stable estimates than EKF. In line with this, 

Maasoumy et al. (2012) compared the performance of EKF and UKF using a relatively more 

detailed building model (5R5C) and reported that the UKF algorithm yields better estimates 

than the EKF algorithm.  

 The predicting agent is a forward model which predicts the future states in the reced-

ing horizon; e.g. indoor temperature in the next six hours. As schematically illustrated in Fig-

ure 1.b., it inputs the parameters updated by the learning agent and forecasted disturbances. 

To this end, numerous researchers (Candanedo et al., 2013, Sourbron et al., 2012, Candanedo 

and Athienitis, 2010, Fraisse et al., 2002, Chen and Athienitis, 2003) studied the predictive 

accuracy of reduced order building models and their viability in MPC. They reported common 

findings that reduced order building models can accurately predict the short term temperature 

response of a control zone. 

 The adapting agent is an optimization algorithm which chooses the optimal control 

step by minimizing an objective function (e.g. energy use or utility cost) subject to comfort 

and equipment capacity-related constraints in the receding horizon. The principle of receding 

horizon control can be best illustrated through a descriptive example. For example, as shown 

in Figure 1.c, at each time-step the agent determines a sequence of discrete control states and 

it only actuates the first of this control sequence. In the following time-step, the agent repeats 

the identical process, while the discrete prediction horizon recedes to the neighbouring time-

step. Unlike the reactive controllers, the adapting agent assigns weights to the predicted future 

states while determining the magnitude of the current control signal. This can be illustrated in 

Figure 1.c., at time=1, the heating was actuated despite the fact that the indoor temperature is 

above the heating setpoint. Here, the researchers investigated different approaches to achieve 

the optimal discrete control sequence in the receding finite horizon. For example, Oldewurtel 

et al. (2012) and Wang and Ma (2008) employed linear-programming methodologies; while 

Nghiem and Pappas (2011), Liu et al. (2013) Prívara et al. (2013), and Henze et al. (2005) 

employed non-linear programming approaches to solve for the optimal control sequence in a 

finite time horizon. 

1.3  Problem Definition 

 The potential of MPC has been challenged with the sparsely and temporally limited 

nature of the information available for the controller to make the optimal operational deci-

sions. Such information can be summarized as follow: (1) How much solar radiation is cur-

rently transmitting and how much will be transmitted into the control zone in the next a few 

hours? (2) How much internal gains is currently being emitted and how much will be emitted 

by the lighting, occupants, and equipments in the prediction horizon? (3) What is the current 

outdoor temperature and what will it be in the prediction horizon? (4) What is the effective 

thermal capacitance and resistance of the control zone?  

 While it is impossible to acquire absolute certainty in the validity of parameters, it is 

possible to gain increasing confidence with an increasing effort to acquire a finer grid of sen-

sors/meters and using weather forecasts at a finer resolution. It is therefore crucial to quantify 

the sensitivity of a control strategy over these uncertainties and to choose the acceptable level 



of detail in our controller models. The building performance simulation (BPS) lends itself (as 

a perfectly repeatable environment) to test the robustness of a MPC strategy over a wide-

range of synthetic sources of uncertainty emerging from availability of the aforementioned 

inputs.    

 

Figure 1: Schematics describing the (a) learning agent, (b) predicting agent, and (c) an exam-

ple illustrating the receding horizon concept in the adapting agent of a self-adaptive MPC. 



1.4  Document Structure 

 The objective of the current paper is to seek numerical support for the robustness of a 

self-adaptive MPC strategy by contrasting it to a classical reactive controller; while changing 

the resolution and availability of the sensors, meters, and forecasts accessible for it to under-

take the optimal operational decisions. Section 2.1 describes the numerical approach whereby 

the run cases were presented. Section 2.2 describes the building and the occupant models 

whereby the EnergyPlus building model, idealized heating/cooling system, and the occupant 

behaviour models are presented. In Section 2.3, the control models are presented. The reactive 

control (in Section 2.3.1) model is a classical proportional (P) controller. The predictive con-

troller (in Section 2.3.2) consists of a learning agent based on a particle filter, a predicting 

agent based on a first-order discrete-time state-space model, and an adapting agent based on 

the Newton's method in optimization. In the results section (Section 3), the performance indi-

cators of the reactive model were summarized. Also, the learning accuracy of the predictive 

controller to varying resolution/availability of sensors and meters was analyzed. Furthermore, 

the predictive accuracy of the predicting agent to varying resolution/availability of forecasts 

was investigated. Subsequently, the performance indicators with the proposed controller for 

each run case were presented and discussed by contrasting them with the reactive controller. 

In Section 4, concluding remarks were stated and future research goals were defined. 

2 Methodology 

2.1 Numerical Approach  

 The run cases for the numerical experiments are summarized in Table 1 and 2. The 

resolution of the existing meters and sensors to measure the ambient temperature (Tamb), the 

indoor temperature (Tin), the transmitted solar radiation (Qsol), the lighting (Qlight), HVAC 

(Qhvac), and equipment (Qplug) heat inputs to the control zone were varied as shown in Table 1. 

The Case 1L represents the ideal recursive learning case whereby inputs like transmitted solar 

radiation or heat inputs was (somehow) known. The run Case 2L and Case 3L represent situa-

tions whereby the application controller (i.e. lighting and blinds controller) was not integrated 

to the rest of the control network or the control network does not provide such high resolution 

inputs for the particular zone; and therefore plug loads and/or HVAC states were unknown for 

the learning agent. The run Case 4L represents a case whereby the transmitted solar radiation 

was only estimated using a sensor on the facade (without a feedback from the blind position).  

Table 1: Run cases to study the influence of the existing meter and sensor resolution 

 

 The run cases Case 1P, 2P, and 3P (see Table 2) were selected to reveal the influence 

of the forecast availability for the disturbances; i.e. Tamb, Qsol, Qlight, and Qplug for the next six 

hours. The run Case 1P represents the ideal case whereby the observation data is somehow 

available to the controller. In the run Case 2P, it was assumed that the knowledge of Qlight and 

Qplug in the next six hours is not predictable (thus unavailable to the controller). In Case 3P, 

instead of ideal forecasts, historical forecasts made by the North American Mesoscale Fore-

cast System (NAM) were used. The NAM forecasts are publicly available four times a day at 

13 km resolution. Individual historical NAM forecasts — for up to sixth hour — were merged 



to create a continuous data record. Thus, in run Case 3P the short term forecast for the solar 

radiation intensity on the south-facade was taken instead of the exact amount of solar radia-

tion that will transmit into the zone in the next six hours. Similarly, the ideal knowledge of 

dry bulb temperature in the next six hours was replaced with the short term forecasts available 

for the controller.  

Table 2: Run cases to study the influence of the forecast availability 

 

2.2 Building and Occupant Models 

 A simple thermal model of the hypothetical office in Halifax, Canada (see Figure 2) 

was created with EnergyPlus v8.0. The office had 9 m
2 

of south-facing exterior envelope area, 

3 m
2 

of which were glazed. The area of the concrete floor slabs was 9 m
2 

and it was 0.10 m 

thick; the ceiling slab was identical. A carpet was placed on top of the floor slab while the oc-

cupied volume of the office was separated from a plenum space by ceiling tiles. The three in-

terior walls of the office were treated as adiabatic. 

 Observational data (dry bulb temperature, relative humidity, wind direction and speed, 

global horizontal short-wave solar radiation) representing the weather conditions were ex-

tracted from an on-site weather station in Dartmouth, Halifax for the time period between 

January 1
st
 and October 31

st
, 2013; and converted to the EnergyPlus weather file format.   

 EnergyPlus’ default conduction transfer function (CTF) algorithm was used to repre-

sent transient heat conduction through the opaque portion of the south-facing exterior enve-

lope.  Fenestration and heat transmission through the glazing was treated in a simplified fash-

ion using a constant solar heat gain coefficient (SHGC) of 0.6, a constant U-factor of 2 W/m
2
-

K, and visible transmissivity of 0.75. Outdoor air was introduced into the office at a constant 

rate of 10 l/s during the occupied hours (1.3 air changes per hour). 

 The energy consumption of an idealized air-based HVAC system was approximated 

by assuming a constant coefficient of performance (COP) of 3 for the cooling system and a 

constant heating efficiency of 100%. Cooling capacity was taken as 750 W and the heating 

capacity was taken 500 W. These values were chosen based on a preliminary sizing run. The 

energy consumed by fans and pumps was neglected. This object was controlled via an actua-

tor placed in the EMS application of EnergyPlus; and influence of control approach was stud-

ied by using the control strategies described in Section 2.3.   

 The office was assumed to be occupied by one person from 9:00am to 5:00pm during 

the weekdays. The occupant was assumed to generate a heat gain of 100 W (with a sensible 

fraction of 0.6). Lighting and equipment power densities were taken as 10 W.m
-2

 (with a radi-

ant fraction of 0.5) and 5.4 W.m
-2 

(with a radiant fraction of 0.3), respectively (ASHRAE, 

2010). Interior-mounted roller blinds were considered in the model. These were perfect dif-

fusers with optical properties that were independent of angle of incidence (DOE, 2010) 

(transmittance of 0.05 and reflectance of 0.8). In the simulations the blinds were discretized as 

a five state manually operated object (i.e. fully retracted, quarter-deployed, half-deployed, 

quarter-retracted, and fully-deployed). Manual control of the interior roller blinds were mod-

eled as described in Haldi and Robinson (2010) and as summarized in Haldi and Robinson 

(2011). These logistic regression models representing the decision making process of the oc-

cupants are also shown in Figure 2. These stochastic control actions were included to better 

represent the uncertainty propagating to the controller models due to occupant behaviours. 



The random seed was kept constant to ensure a repeatable sequence of control actions be-

tween different runs. Lighting fixtures dimmable and photosensor/occupancy sensor auto-

mated to meet a setpoint of 500 lux in the centre of the workplane (0.8 m above floor). 

 
Figure 2: Building and occupant models. 

2.3 Controller Models 

2.3.1 Reactive controller model 

The reactive controller model used in this study consists of a proportional controller with a 

heating setpoint of 20 °C, a cooling setpoint of 25 °C, and a throttling range of 1 °C. As 

shown in Figure 3, this indicates that below 20.5 °C, the ideal HVAC system initiates to pro-

vide heating. The heating input increases proportionally as the difference between the setpoint 

and control point increases. Below 19.5 °C, the heating system is actuated at its full capacity. 

Similarly, the cooling system turns on above 24.5 °C and proportionally reaches to its full ca-

pacity, if the temperature increases above 25.5 °C. 

 

Figure 3: Reactive controller model. 



2.3.2 Predictive controller model 

 The predictive controller model involves a learning agent developed using a particle 

filtering algorithm. Here, ten ensembles of parameters (time-constant and capacitance — de-

noted as τ and C in Figure 4) and state (temperature) were randomly sampled from the earlier 

(a priori) likelihood distribution. These ensembles were later inputted to a 1R1C explicit fi-

nite-difference model to forecast the state (T 
f
) in the following time-step (i.e. 5 minutes 

ahead). Concurrently, the state was measured — denoted as mean T 
m

  and variance R in Fig-

ure 4. Based on a comparison between the measurement and the forecasts made based on each 

of the ensembles, the ensembles were assigned likelihood weights — denoted as W
 
in Figure 

4. The ensembles that yield forecasts closer to the measurements were assigned higher likeli-

hood weights; while the ensembles that yield forecasts further away from the measurements 

were assigned lower likelihood weights. The normalized weights for the ensembles represent 

a posteriori distribution. At the end of each time step, ten new parameter ensembles were re-

sampled from this new distribution forming a sharper and sharper estimate for the parameters 

(time-constant and capacitance). Application of the algorithm in the current study is summa-

rized in Figure 4; for further information on particle filtering is available elsewhere (Doucet et 

al., 2000, Arulampalam et al., 2002). 

This controller model also involves a predicting agent which is the state-space repre-

sentation of a 1R1C model. Here, the temperature response of the control zone — for a fore-

cast window of six hours — was predicted in absence of a control input (i.e., free-running re-

sponse of the zone). This response array is denoted as Tk,i in Figure 4, where subscript k 

represents the time at which the forecast was made and subscript i — zero to six hours with 

one hour increments — represents the time relative to k. 

This controller model also contains an adapting agent which seeks for the optimal 

control sequence by employing the Newton's method in optimization. The square coefficient 

matrix for the control sequence array ΔU was denoted as Φ in Figure 4. Also, the tuning pa-

rameter (r in Figure 4) represents balance between the setpoint (SP in Figure 4) and the mag-

nitude of the control signal. For example, for the case that r equals zero, the optimization goal 

is interpreted as the situation where we would not pay any attention to how large ΔU can be. 

Here, the tuning parameter was selected as 0.5. Then, Φ and r were used to compute the Hes-

sian matrix — denoted as H in Figure 4. The optimal control sequence was then multiplied by 

a gain of 500 W/K for heating and -750 W/K for cooling loads. Further information about the 

optimization algorithm employed in the current study is available elsewhere (Wang, 2009). 

3 Results 

3.1 Reactive Controller 

 For the run period —from January 1
st
 to October 31

st 
2013 —, simulated results indi-

cate that the heating energy use per unit floor area was 28.8 kWh/m
2
 and the cooling energy 

use was estimated as 19.3 kWh/m
2
. This controller failed to keep the indoor climate within the 

designated setpoints for 457 ˚C.hours (excluding temperature deviations smaller than ±0.5). 

The cost of electricity for heating and cooling were estimated by assuming a hypothetical bill-

ing scheme, i.e. $10/kW for the monthly incremental peak due to heating/cooling energy use 

and $0.1/kWh due to the incremental energy use for heating/cooling. This hypothetical billing 

scheme, despite not being a true representation for a particular utility billing scheme, was 

taken to capture the relative variations between peak and usage-induced costs in different con-

trol strategies (Nghiem and Pappas, 2011). With this reactive controller, the incremental util-

ity cost due to heating and cooling was estimated as $12.5/m
2
. Of which, $4.8/m

2
 was in-

curred due to electricity charges and $7.7/m
2
 was incurred due to the demand charges. 



 

 

Figure 4: Predictive controller model 

 



3.2 Predictive Controller 

3.2.1 Learning Accuracy 

 Figure 5 shows the performance of the learning agent to back out the effective time-

constant and effective thermal capacitance sequentially. The contour map represents the 

mean-squared errors resulted in while EnergyPlus building model results were fitted via the 

1R1C controller model. A wide-range of parameter couples selected through a parameter 

sweep with fine incremental steps. This contour map was utilized to analyze the performance 

of the learning agent as whether or not it was capable to converge to the optimal region (en-

closed by the smallest error contour line). The scatter plots represent the parameter couples 

selected by the learning agent at each time-step. The parameter couples were initialized at the 

origin of the plots (time-constant of 10 hours and capacitance of 0.1 MJ). In the end of the run 

periods, run Cases 1L, 2L, and 3L (see Figure 5 a to c) achieved convergence to the region 

enclosed by the smallest error contour line; while the run Case 4L failed to converge to a sta-

ble and accurate estimate for the parameters. This can be interpreted as the performance of the 

learning agent — in this hypothetical south facing perimeter office — is strongly tied with the 

availability of the sensors that measure/estimate the transmitted solar radiation. It is worth 

noting that the goal of estimating the solar gains in practice points out the necessity of having 

photosensors (or ideally pyranometers) and the importance of real-time feedback from blinds' 

positions. The rest of the paper accepts that a sensor and meter network exist to support the 

learning model in run case 1L and focuses on the predicting and adapting challenges and limi-

tations.  

3.2.2 Predictive Accuracy 

 Accuracy of the predicting agent to forecast the temperature response of the free-

running office temperature an hour in advance in run cases 1P, 2P, and 3P is shown in Figure 

6. Thus, the predictions for the natural response of the building were made in each time-step; 

however the adapting agent was not invoked to actuate the simulated-heating/cooling system. 

It is worth noting that all run cases resulted in identical 1-hour predictions. This can be ex-

plained as the simulated controller model — discrete-time state-space model — use the real-

time measurements (not forecasts) to predict the temperature response an hour ahead. There-

fore, results shown in Figure 6 indicate that regardless of the resolution/availability of fore-

casts (transmitted solar radiation, lighting or equipment energy use for the next six hours), the 

predicting agent can estimate one hour ahead response accurately (variance of the error spread 

is 1.1˚C
2
). This underlines an extremely crucial point in the application of MPC, because the 

adapting agent assigns reducing weights to the predictions further away in time. For example, 

for a control zone with a 30 hours of time-constant, the adaptive agent makes 74% of its deci-

sion based on the one hour prediction —and only depends on the previously received inputs. 

Second to sixth hour predictions receive diminishing weights in decision making; i.e. 19, 5.3, 

1.3, 0.35, 0.05% respectively. 

Figure 7 illustrates a comparison of the second hour and fourth hour predictions made 

in run cases 1P, 2P, and 3P. Results indicate that the variance of the error spread increases 

from 2.6 to 3.4 ˚C
2 

(mean-squared error of 1.6 to 1.8 ˚C) for two hour and from 6.7 to 9.6 ˚C
2 

(mean-squared error of 2.6 to 3.9 ˚C) for four hour predictions, when the idealized forecast 

files used in 1P were replaced with the NAM based forecast files used in 3P. The uncertainty 

introduced by several factors (non-ideal weather forecasts, as well as lack of knowledge on 

future interior shade positions or the state of the lighting equipment) introduce additional 

challenges for prediction. Considering the aforementioned diminishing roles of these predic-

tions further away in time in controls decision making and the increase in error spread due to 

limitations related with the availability/resolution of forecasts, increasing prediction time ho-



rizon beyond a few hours may become both computationally tedious and may detrimentally 

influence control decisions. 

 

Figure 5: Performance of the learning agent in converging to the optimal region for run Cases 

(a) L1, (b) L2, (c) L3, (d) L4. 

 

Figure 6: Accuracy of the predicting agent to predict the temperature response 1-hour in ad-

vance in run cases 1P, 2P, and 3P.  



3.3 Performance of the predictive controller 

Based on the predictions made by the predicting agent, the adaptive agent was in-

voked to actuate the simulated heating and cooling system. Figure 8 illustrates a comparison 

of the reactive system and the predictive system during a representative day (January 9
th

). Re-

sults indicate that the reactive system overshoots the heating setpoint causing excess in heat-

ing energy use (2.7 kWh). On the contrary, the predictive system (with ideal forecasts in run 

Case 1P) met the heating setpoint without overshooting and successfully reduced the heating 

energy use to 2.4 kWh for the representative day. To this end, predictive controller inputted 

variables such as outdoor temperature and transmitted solar radiation. In reality, the predictive 

controller cannot easily find forecasts for the future internal shade positions and, thus, it 

would rather use the weather forecasts as inputs. The influence of such uncertainties on the 

theoretical performance of the MPC was studied in run cases 2P and 3P. 

Figure 9 demonstrates a comparison between the reactive run case and the predictive 

run cases P1, P2, and P3 in terms of the heating/cooling energy use and the incremental utility 

costs due to the heating/cooling energy use. Results suggest that the proposed predictive sys-

tem in the hypothetical south-facing perimeter office can theoretically reduce the heat-

ing/cooling induced energy use by 13% and heating/cooling induced utility costs by 10%. 

Moreover, with this theoretical system ˚C.hours during which setpoints were not met reduced 

by about 35%. However, this theoretical potential was challenged with the limited nature of 

the sensors/meters to learn the physics of the control zone and the availability/resolution of 

forecasts to predict the response of the control zone. In Case P3, when the ideal forecasts were 

replaced with the NAM based weather forecasts, the simulated-energy savings reduced by 5% 

and the utility cost savings reduced by 2% from the theoretical maximum (Case P1). Further-

more, reduction in the ˚C.hours during which setpoints were not met was realized as 392 in 

Case P3 as opposed to 306 in Case P1. It is worth noting that despite these reductions in the 

improvements, all predictive run cases resulted in significant savings in energy and utility 

costs and showed promising enhancements in the controllability of the indoor climate within 

the designated setpoints. This suggests that the self-adaptive MPC — to better use the thermal 

mass of building fabric — is a robust method, even with the limitations/challenges discussed 

in the current paper. This was attributed to the fact that the optimal control decisions made by 

the adapting agent relies overly on the first a few hours. This short period of time can lend 

itself for the linearization of the input states, as long as the existing sensor and meter resolu-

tion are adequate. 

4 Conclusions 

 A self-adaptive MPC method is put forward. The availability and resolution of the 

sensors, meters, and forecasts for this method to undertake optimal operational decisions were 

systematically varied. For each of these variations, this method was contrasted to a classical 

reactive controller. It was noted that the learning abilities of the controller for this hypotheti-

cal south-facing perimeter office space is strongly dependent on the existence of sensors to 

estimate the amount of solar gains. It was also noted that the capabilities of a first order con-

troller model to predict the temperature response two to six hours ahead is restricted with the 

availability and the resolution of the forecasts. However, considering the diminishing roles of 

these predictions further away in time in controls decision making and the increase in error 

spread due to limitations related with the availability/resolution of forecasts, increasing pre-

diction horizon may become both computationally tedious and detrimental in energy effi-

ciency. Thus, a future work is planned to study the influence of length of the prediction hori-

zon on the performance of the MPC method for buildings of varying thermal mass and fenes-

tration. In summary, the self-adaptive MPC method —based on the results of the current 



simulation study— resembles a robust approach, even with the discussed limita-

tions/challenges related with the availability/resolution of the sensors, meters, and forecasts. 

 



 

Figure 8: (a) Major disturbances in the controlled system and the indoor temperatures in a 

sunny winter day and (b) the comparison between the reactive and predictive control outputs. 

  

 

Figure 9: Comparison of the reactive run case and predictive run Cases P1, P2, and P3 in 

terms of (a) the heating and cooling energy use and (b) the electricity and demand charge per 

unit area.  
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