Proceedings of BSO 2018:
4th Building Simulation and Optimization Conference, Cambridge, UK: 11-12 September 2018

A Stochastic Data-centric Model for Quantification of End-use Energy
Demand in Buildings
Rebecca Ward1 , Ruchi Choudhary1 , John Aston2
Energy Efficient Cities initiative, Cambridge University Engineering Department, UK
2
Statistical Laboratory, Centre for Mathematical Sciences, Cambridge University, UK

1

Abstract

ing which are dependent on occupant behaviour
but largely independent of external weather conditions (exception being daylight dependent lighting controls).

The temporal and spatial resolution of end-use energy
demand monitoring in buildings is increasing, yet
there are no established methodologies for interpreting the applicability of the monitored data. In this
paper a Functional Data Analysis approach has been
applied to end-use demand data for a non-residential
building in Bangalore, India. The method yields functional Principal Components across all data and a
unique set of scores for each different end-use. These
parameters are the basis of a data-centric model of energy demand which draws on the underlying structure
of the data in order to simulate the inherent stochasticity of the demand. It represents a step forward towards understanding and quantifying the variability
of end-use energy demand in non-domestic buildings.

The first of these is dependent on the the nature of the
building itself in particular the degree to which the
thermal mass of the building responds to the internal
and external temperatures. The heating and cooling
demand is also dependent directly on the occupantrelated internal loads. By comparison, plug loads and
lighting are relatively less dependent on the building
and more on the system of building operation and on
occupant behaviours.
A growing body of research is investigating occupant
behaviour and the impact on the building energy
demand; the IEA Annex 66 project alone - ’Definition and Simulation of Occupant Behaviour in Buildings’ - generated more than 450 papers (Yan and
Hong, 2017), investigating occupant movement, presence and actions and simulation approaches. In a
non-domestic building the behaviour of the individual
is arguably less important than collective behaviour
and use of representative occupant behaviour may not
sufficiently bound the range of collective behaviour
(O’Brien et al., 2017). Quantifying the range of collective energy related occupant behaviours remains
an important question; monitoring end-use energy demand is a non-invasive way of assessing the important
aspects of occupant behaviour, namely their collective
impact on the building energy demand.
Increasingly, end-use energy demand sub-metering at
high spatial and temporal resolution is being installed
in buildings, and hence the opportunity exists to explore ways in which such data may best be interpreted
and used. Data-driven approaches for modelling and
prediction of building energy consumption have hitherto only been applicable to the building providing
the source data; Wei et al. (2018) and Amasyali and
El-Gohary (2018) have recently reviewed data-driven
building energy prediction studies and conclude that
while data-driven prediction models are useful for
short-term prediction, they may not perform well outside of their training range; indeed, as black box mod-

Introduction
Energy demand models of buildings are useful on following counts; they inform decisions towards reducing energy consumption and CO2 emissions for the
building itself and they are necessary to help design
the size and make-up of local and wider energy supply networks. The temporal granularity of an energy
demand model can range from sub-hourly to yearly
depending on the decisions to be made, and in many
instances it is not only absolute values which are important, but also the possible variation of the value
at the timescale of interest.
End-use energy demands in a building are a major
source of uncertainty in the quantification of building energy demand. They are difficult to quantify
because they vary temporally and spatially according to potentially reactive contributors such as the
behaviour of the occupants and the building management system, together with external conditions such
as the weather.
There are two fundamentally different types of enduse energy demand;
1. heating or cooling demand which arises as a response to internal and external building conditions, and
2. operational demands such as plug loads and light-
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els they may be limited in providing a full thermodynamic understanding of energy use in buildings. At
the same time, energy data at high spatio-temporal
resolution offers an opportunity to understand the dynamics of time-varying energy behaviours in a manner not possible through traditional thermodynamic
models of buildings. This is especially the case when
variations of energy use are triggered by occupant
related factors (their presence and behaviours). Energy use at any given point in time and space within
a building is correlated to energy use at other instances in time and space over the course of a day.
We therefore argue that energy demand must be analyzed globally as entire time-series rather than individual points in time. Furthermore, any modelling
must be able to explicitly quantify the stochastic variability of energy demand.

Figure 1: Mean Demand by End-Use

contribution of this model to quantification of building energy demand.

The case study

We thus propose a Functional Data Analysis (FDA)
approach to analyze the underlying structure of the
end-use energy demand curves, using the time-series
of a typical day as a functional unit of analysis. FDA
has been used previously for short-term forecasting of
energy demand based on monitored data (Vilar et al.,
2012); the novelty of the approach used here lies in
the use of FDA to uncover the underlying structure
of the data for development of a mathematical description of the demand and quantification of the associated uncertainty. This paper builds on previous
studies in which a functional Principal Component
Analysis (fPCA) was performed on daily diversity
curves, describing the variation between base load
and peak demand, extracted from monitored plug
load data. The previous analysis thus proposed a
data-derived stochastic model for quantifying energy
demand due to plug loads for different types of spaces
within a building (Ward et al., 2016). In this paper, the methodology is extended to explore patterns
of different end-use energy demand types, including
both lighting and air conditioning in addition to plug
loads. The objective is to uncover a structure applicable beyond the specific building under analysis. To
this end, the analysis has been performed on the intact demand curves as opposed to deriving the diversity prior to analysis; the benefits of this are primarily
mathematical efficiency - the restriction of variation
between zero and one presents an unnecessary constraint - but also, as described in more detail below,
the Principal Components include terms describing
the base load and range, rendering prior extraction
of the diversity unnecessary in this context.

We use year long data from a non-residential building in India, used primarily as offices for but also
increasingly used to host events both within and outside normal working hours. Including the basement
and rooftop garden, the building consists of 7 floors in
total; the ground floor, housing primarily cafe facilities and a large meeting room, together with a mezzanine floor and 3 office floors. The total floor area is
around 2000 m2 , and in 2016 the energy demand was
between 85 and 95 kWh/m2 /yr, with a daily mean of
515 kWh per day.
The main energy source for the building is electricity obtained directly from the local grid, with two
diesel generators available as a backup facility in case
of power outages. The building has a hierarchical
metering strategy with 31 meters recording electricity consumption at 5 minute intervals. The meters
record consumption for (a) each of the four AC units
which cool the office spaces, (b) plug loads, (c) lighting, (d) the uninterruptible power supply (UPS) for
each building floor and the consumption of the server
and dedicated server room cooling system, and (e)
miscellaneous utilities such as the lift and pump. An
online monitoring system is available to help track
energy use, and considerable effort has been made to
monitor, interpret and implement measures to reduce
the energy consumption of the building, notably by
the replacement of the air-conditioning system in October 2017 with a more appropriately sized system.
Figure 1 illustrates the mean 5 minute electricity consumption profile over a 24 hour period in 2016 for
each of 5 types of end-use, namely air conditioning
(AC), Plug Loads, Lights, the Server/UPS and the remaining miscellaneous utilities, labelled ’Other’. It is
clear that the AC system requires the greatest energy
input. By comparison, Plug Loads and Lights exhibit a similar daily variation, but with a much lower
base load and daily peak, whereas the Server/UPS
exhibits a smaller differential between daytime and
night-time, and the remaining utilities make up the
smallest component of the demand.

The following section of the paper describes the building data used as a basis for this analysis, including
the monitoring strategy. The methodology for the
fPCA follows, and subsequent sections describe the
data analysis, the derived structure of the end-use
energy demand curves and generation of stochastic
sample demand profiles. The discussion and conclusions provide a critique of the approach and assess the
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data into two sets of functions: (a) those that describe
the variations in magnitude of consumption (amplitude) and (b) those that describe the time variations
(phase). This separation of the data curves into their
phase and amplitude components provides a concise
way to describe the variation without losing features
of the data (Marron et al., 2015).
The process of fPCA requires the following steps:
1. Alignment of the transformed data and extraction
of aligned amplitude functions (describing variations in magnitude) and warping functions (describing phase variations);
2. Principal Component Analysis of the aligned amplitude functions - this yields the factors that govern the relative magnitude of the data functions;
3. Principal Component Analysis of the warping
functions - this yields the factors that govern the
phase relationships of the data functions i.e. the
temporal relationships;

Figure 2: 5-minute and hourly demand by end-use

The dataset
Examining the mean data as presented in Figure
1 gives no information about the variation between
days. It also masks the significant variability in the
data observed at the 5 minute recording interval. The
methodology to be used in this analysis works best for
smoothly varying curves of similar form and hence it
is beneficial to integrate the data over each hour to
produce hourly values of electricity consumption; integration in this way minimises the impact of errors
in any individual data point. In addition to data integration it has also been necessary to clean the data to
remove zero days and unrealistic data ’spikes’ arising
from errors in recording. This process resulted in 321
days of data between December 2015 and November
2016 being used for the analysis.
Figure 2 shows the data recorded every 5 minutes for
a typical day together with the integrated data for the
same day for the 5 sub-systems. With hourly data,
all curves are much smoother and the comparison between the different systems is more transparent; the
Lights and Plug Loads (green and red) in particular
are quite similar.

Following these steps, the aligned amplitude and
warping functions for each sample, i, can be expressed
as the combination of a mean function, µ(t) and a
weighted sum of the j PCs νj (t), in the general form;
Fi (t) = µ(t) + Σαi,j νj (t)

(1)

In our application, the total sample constitutes 321
days × 5 end-uses. αi,j represent the scores or the
weightings per sample and per Principal Component.
Alignment of the data is in itself an extensive field
of research; when the curves have a single peak it is
relatively straightforward to align the data so that
the peaks occur at the same time. However, our data
may have one, two or more peaks, and so the question
then is how to align curves with differing numbers of
peaks? As described in detail by Tucker et al. (2013),
it is possible to use an elastic shape analysis approach
which requires calculation of the Square Root Slope
Function (SRSF), q(t), defined for a data function
f (t) as:

Methodology
In Functional Data Analysis, the data is treated as
a function of time, as opposed to being discrete data
points (Ramsay and Silverman, 2005). In a manner
similar to Principal Component analysis for discrete
data, fPCA permits a mathematical interpretation of
the entire function in a way which can uncover significant determining factors. It provides a mathematical
definition of the shape of the curve in terms of a number of functional Principal Components (PCs) which
are the same for all the data samples and describe
particular features of the data, together with a set
of weightings for each PC, or ‘scores’, which are different for each day of data and end-use and which
describe mathematically the contribution of each PC
to the overall day’s demand profile per end use.
An important feature of the energy demand curves is
the time dependency of any significant changes in demand. For example, the peak consumption can vary
both in time and magnitude for different end uses.
In such cases, it is possible in fPCA to separate the

√
q(t) = sign(f˙(t)) (|f˙(t)|)

(2)

The properties of the SRSF are such that it is possible
to minimise the distance between SRSFs and a mathematical mean to generate a set of aligned SRSFs,
qn(t), which may then be mapped back to the original
function space to obtain the set of aligned functions
f n(t). The functions that transform each SRSF, q(t)
to its aligned function qn(t) are termed the warping
functions, γ; these relate the function time to the real,
or ‘clock ’ time; if the function time for any sample is
greater than the clock time, then that sample lags
behind the mean function, and vice versa.
The fPCA is performed on the aligned qn(t) functions
to derive the PCs of amplitude. In a similar manner,
the square root
√ of the derivative of the warping function γ, ψ = γ̇, is calculated in order to facilitate
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Figure 3: Data pre- and post-alignment and warping functions

Figure 4: Amplitude: first 5 Principal Components
for amplitude account for 57% of the variation in the
data, and it is clear that the first PC is closely related
to the load range i.e the difference between peak and
base load. A similar analysis can be made of the PCs
of the warping functions, or phase, illustrated in Figure 5. The first 5 phase PCs account for 65% of the
variability in the data. Although less intuitive, the
first PC, which accounts for 22% of the variability in
the data, is related to the timing and severity of the
initial rise in demand, whereas the second PC affects
the timing at the end of day; a positive score (red
dashed line) implies that in order to align the data
to the aligned amplitude functions it has been necessary to ’squash’ the profile at the end of the day
with respect to the mean i.e. the data exhibit a later
switch-off time than the mean. The third PC again
represents data stretching (positive score) or squashing (negative score) with respect to the mean profile,
but this time in the middle portion of the day.

fPCA for the phase relationship to generate the PCs
of the warping functions.
The full mathematical details of the approach are
complex and are explained in more detail in Ward
et al. (2017) and fully in Srivastava and Klassen
(2016) and Tucker et al. (2013). Implementations
for R and MATLAB are also available from Tucker
(2015).

fPCA of the dataset
The first stage in the fPCA is the alignment of the
data; Figure 3 illustrates this process for a typical
day’s data; the left hand figure shows the unaligned
data, whereas the centre figure shows the data after
alignment. The alignment process has identified two
main peaks and has centred the curves approximately
on the dip between the peaks.
In Figure 3 the right hand figure shows the warping functions which engender these transformations.
As aforementioned, the warping function relates the
function time on the y-axis to the clock time on the
x-axis; if the function time is greater than the clock
time (i.e. the warping function lies above the diagonal), it implies that the function lags behind the mean
function and that peaks in the energy demand are occurring later than the peaks in the mean function.
Having aligned the data, the next stage is to perform
the fPCA for the amplitude and warping functions.
The first 5 Principal Components for amplitude are
illustrated in Figure 4. The figure shows the mean
profile, µ(t) across all the aligned functions in black,
together with the impact of adding (in red) or subtracting (in blue) twice the standard deviation of the
mean score multiplied by each PC. The first 5 PCs

To illustrate how these PCs are used to generate the
daily demand curves, consider Figure 6. This shows
the values for the scores on each of the first 5 phase
and amplitude PCs for the demand curves illustrated
in Figure 3. Considering the amplitude, the AC, Plug
Loads and Lights curves all score positively for PC1,
giving rise to a load range much higher than the mean
curve; by comparison, the Server/UPS and ’Other’
curves scores are close to zero leading to lower load
range as expected. Similarly, the AC curve scores
negatively for PC 5, giving rise to the higher base
load, whereas the Server/UPS score is again close to
zero indicating the base load is similar to the mean
profile. For the phase components, the profiles for
AC and Lights in Figure 3 have a score close to zero
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Figure 5: Phase: first 5 Principal Components

Figure 7: Plug Loads scores for weekday/weekend

Figure 6: Example Scores for first 5 PCs

for PC1, indicating that these profiles are not significantly different from the mean profile as regards the
timing at the beginning of the day. All of the curves
score positively for PC 2, with the exception of the
’Other’ curve which has a negative score, indicating
that the data has been stretched to align with the
mean profile. All of the end-uses score similarly for
PC 3, with a value of around -0.3, with the ’Other’
data closest to zero, indicating that this PC is less
significant for these particular data samples.
The scores provide a useful way of distinguishing different types of operation, and extreme score values
may indicate faults in the system - for example devices being left on accidentally - or operation outwith
normal procedures such as external events. For example, Figure 7 shows the scores for the Plug Loads
data for the first two PCs in phase and amplitude
separated by weekday and weekend, and there is a
clear difference between the different day types; during the week (open circles) the scores are typically
positive for the second phase (y-axis) and first amplitude (x-axis) PCs, with much more negative scores
at the weekend, indicating a lower range and shorter
day at the weekend. The same is true for the Lights
and Server/UPS, but less so for the AC or ’Other’ demand profiles. This suggests that the cooling system
is operated in a similar manner on weekdays and at
weekends. However, the scores show little consistent
seasonal or monthly variation, with the exception of
the AC system which exhibits higher scores for the
first PC in amplitude in March and April.
In previous studies it was determined that the scores
could be used to differentiate between use types in
a building (Ward et al., 2017). In this analysis the

Figure 8: Weekday scores for different end-uses

categorisation is not by use type but by end-use; so
can the scores similarly distinguish between different
end-uses in the same building? Figure 8 shows the
weekday scores for the first two phase and amplitude
PCs for each of the 5 end-uses. The scores for Lights
and Plug Loads are quite similar but different from
the other end-uses, particularly in amplitude. These
distinct clusters of scores across the different end-uses
allow categorisation; the scores could potentially be
used to distinguish between end-uses and for disaggregation of aggregated monitored data.
As a check, it is useful to assess how accurately this
model can reproduce the original curves. Figure 9
shows a comparison of the original data in black and
daily profiles reconstituted from the scores and PCs
in red, together with a comparison of the base load,
peak demand and daily total demand for the Plug
Loads. As can be seen in the profiles, the model is not
quite capturing all of the peaks and is smoothing the
sharp change at the start of the day a small amount;
but the comparison of the key parameters of interest
for these curves is good.
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peaks than observed in the data. As can be seen in
Figure 9 the Plug Loads and Lights typically have
profiles characterised by an initial steep rise followed
by a more gradual rise from morning to afternoon
and evening; the fairly flat profile makes it difficult
to identify a characteristic peak.
One way to constrain the outliers in the model and
restrict it to following the data more closely is to take
random samples of the sets of scores for each day, then
to add a noise term to the scores to simulate the uncertainty. As an example of this, Figure 13 shows the
impact of adding random noise values between +/0.25 to the scores for the Plug Loads; the scores are
illustrated on the left of the figure with the samples
in colour and the scores from the data in black. The
profiles generated from these scores are given in the
right hand figure with the samples in red for comparison against the original data in black. The samples
generated in this way show fewer outliers and better alignment of peak demand than using the kernel
density approach illustrated in Figure 10. Using one
approach versus another depends both on the sample
size of the dataset and the purpose of the analysis.

Figure 9: Plug Loads: comparison of data and model

Generation of sample data
The PCs and scores provide a mathematical representation of the data which may be used to generate
stochastic data samples. As we have seen, the PCs
are the same for each day of data, irrespective of the
end-use; what differs between end-uses are the score
values. In order to generate a sample curve of energy demand for any particular end-use, it suffices to
take a random sample from the scores for each PC
for that end-use. When there is sufficient data, a
probability distribution can be derived for each set
of scores for each PC. A chi squared goodness of fit
test confirms that in this instance the scores for each
PC for each end-use type are not typically normally
distributed and hence it is not appropriate to use a
normal distribution to simulate the scores. Instead a
kernel probability distribution function has been fitted to each set of scores, and random samples have
been drawn from the fitted distributions.
Figure 10 shows 2000 profiles generated for each use
type (in red) compared against the data (shown in
black). The model is predicting higher outliers as
would be expected from a stochastic sampling process, but it is correctly identifying the relative scale of
each end-use demand. A closer inspection of the key
parameters of interest reveals that the median values are in reasonable agreement and the interquartile
ranges encompass the monitored data. For example,
Figure 11 shows the daily total demand for the sample compared against the data. With the exception
of Lights and Plug Loads, the median values agree
within a range of 1-11%. For the Lights and Plug
Loads, the median values for the sample profiles are
20% lower than the data; however, the interquartile
range is wider and the upper quartile is 8% higher for
the Lights and 12% higher for the Plug Loads, so the
samples are comfortably encompassing the data. The
lower median values arise as a result of the correlation between scores not being included in the model;
this is discussed further below.
The timing of the daily peak demand is potentially a
key parameter and one which is traditionally difficult
to simulate. Figure 12 shows a comparison of the
timing of the daily peak demand for each end-use.
The agreement is good between the simulation and
the data with the exception of the Plug Loads and
Lights for which the simulation is predicting earlier

Discussion
The methodology used here offers a way to mathematically describe energy demand curves which facilitates their parameterisation for a model. It results
in a set of Principal Component curves which are the
same across all of the data used in the analysis, together with score values which govern the contribution of each PC to the overall curve shape. The scores
vary by end use type, and for each type of end use
they vary according to the daily profile, so weekends
can be distinguished from weekdays. Equally, days of
unusually high (or low) demand can be identified by
outlying score values.
In this analysis we have integrated the data to provide hourly demand profiles. This has the benefit of
comparing directly against typical schedules used in
dynamic building energy simulation, but the data are
available at a 5 minute resolution and hence a question arises as to whether using data at a finer temporal resolution would improve the results. The answer
depends on the purpose of the analysis. Using a finer
resolution would yield an increased number of PCs
as greater detail of the curves is exposed. If this detail is of interest then it would be essential to use the
finer temporal resolution. However, if, as is typically
the case, the interest lies primarily in prediction of
the key parameters of interest explored here, namely
peak demand, daily total demand and the timing of
the peak, then hourly resolution is appropriate.
In the above analysis it was discovered that ignoring
the correlation between scores was responsible for a
reduced simulated daily total demand. Across the entire data set, scores are uncorrelated. However, once
subsets of data are identified then within those sub-
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Figure 10: Stochastic samples generated from sampling of scores

Figure 11: Total daily power demand generated from sampling of scores
sets the correlation may increase in significance - the
smaller the subset, the greater the significance may
become. So for example, the correlation between the
scores for amplitude PCs 1 and 2 is zero when considered over all the data, but if we consider just the AC
system, the correlation is 0.3 over the year and 0.7
over a month. These correlations may be important
when sampling the scores; here the correlations have
not been included in the model, but one way to do so
would be to fit a copula to the data, i.e. a distribution
that models multivariate correlated data.
Without an understanding of the structure of the
data, the only way to generate stochastic samples
would be to randomly sample from the data using a
Monte-Carlo simulation. This limits the samples generated to copies of the existing data; the benefit of the
approach used here is that the underlying structure
derived through the analysis informs the variability
of the shape of the demand profiles. However, the
score sampling approach used here based on fitting
a kernel density probability distribution to the scores
extracted from the data does naturally generate some
scores that lie outside the observed range; furthermore, ignoring correlation between scores can result
in score combinations that are not likely to occur.
This can lead to unrealistic sample daily energy demand profiles, for example because the peak demand
predicted exceeds the possible peak demand of the
equipment in the building. Significant outliers may
therefore result, as seen here in Figures 10 and 11.
Another source of outlying values is the transformation to the square root of the data prior to analysis;
squaring the data to obtain demand profiles removes
negative values but amplifies higher values. Not using this transformation would result in lower positive
outliers but with clearly invalid negative values.
The solution to the problem of outliers depends on

the purpose of the simulation; if the generation of
stochastic future demand profiles is intended to encompass all possibilities for the specific building from
which the data originates, then the most appropriate
solution could be to truncate profiles that exceed the
actual possible peak demand. However, if the simulation is performed in order to generate curves for a
’typical’ building, for example for related studies into
design and optimisation of energy supply systems,
then the simpler approach described above, namely
adding a random noise term to randomly sampled
sets of scores, reduces the magnitude of the outliers.
Moreover, the magnitude of the noise term may be
selected to provide the desired range of variability
in the data. This approach has been used to generate data samples by month for input into the energy
supply optimisation simulation described in Pickering
and Choudhary (2018).

Conclusions
In this paper, data from a non-domestic office building has been used to develop a data-centric model for
end-use energy demand. A functional Principal Component analysis has been performed, resulting in a
parameterisation of the end-use data in terms of PCs
describing both the temporal and magnitude variation across all samples of data. Each day of data can
then be described from these PCs and a set of PC
scores. Random sampling of the scores and combination with the PCs yields stochastic samples of end-use
energy demand.
The results presented demonstrate that sample demand curves generated from this data-centric model
encompass the monitored demand data and show reasonable agreement with the key parameters of interest
such as the peak demand, the timing of the daily peak
and the daily total energy demand - between 1 and
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Figure 12: Timing of daily peak power demand
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