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Abstract

Electric energy consumption forecasting is a rele-
vant issue to design and implement public policies
related to energy generation and distribution at ur-
ban scale. This problem has been addressed from dif-
ferent standpoints, including traditional time series
analysis and machine learning techniques, focused on
the prediction of future energy demand according to
metered data. This work proposes a hybrid model,
based on computer simulation results from the City
Energy Analyst toolbox and metered environmental
and energy consumption data from a representative
set of buildings located in Singapore. Such model is
intended to provide reliable energy demand forecasts
by using regression models. Three different regres-
sion methods were evaluated: a traditional SARIMA
model and both NARX and Recurrent neural net-
work architectures. The results obtained using this
approach point out that RNN models provide ac-
curate forecasts for 1 and 24 hours, outperforming
NARX based models, while the SARIMA is, in gen-
eral, unable to represent the electrical demand time
series patterns.

Introduction

An appropriate forecasting of energy demand at the
urban scale could provide valuable information to op-
timize the generation and distribution of electric en-
ergy in urban regions and to prevent inefficiencies and
undesired conditions, such as electricity rationing or
blackouts [Fisher-Vanden et al. (2012)]. Another ap-
plication of proper forecasts regards to urban plan-
ning for city expansion or renovation. Indeed, the
prediction of energy demand patterns of future build-
ings could allow preventive actions [Sallam and Ma-
lik (2018)]. Several works in the literature have ad-
dressed the problem of electric energy consumption
forecasting in buildings at the urban scale from dif-
ferent perspectives, including building performance
simulation [Pickering et al. (2018); Haydari et al.
(2007)], machine learning techniques [Ahmad et al.
(2017); Ruiz et al. (2016); Rahman et al. (2018); Ring-
wood et al. (2001)], and physics-based models [Fon-

seca et al. (2016); Yamamoto et al. (2018)]. Some ap-
proaches apply modeling and simulation techniques
to reproduce the physical interactions between build-
ing structure and technology, users and the environ-
ment [Santamouris et al. (2001)]. The forecasting
methods in these works frequently rely on metered
electric energy consumption time-series, while some
of them also include external or explanatory features.
A hybrid model that combines metered and simulated
data to obtain a better performance on the forecast
has not been tried, as far as the authors know. In this
work, we use the simulation results of a multi-physics
urban energy system model [Fonseca et al. (2016)]
and smart meter measures of energy consumption
into a machine learning model for time series anal-
ysis and forecasting. To evaluate the method perfor-
mance, we tested a SARIMA model and two different
machine learning approaches: autoregressive neural
network models with exogenous variables (NARX),
and recurrent neural networks (RNN). This hybrid
model is intended to enhance the representation of
complex energy consumption patterns to provide reli-
able forecasts, according to the specific building func-
tion (housing, industry, commerce, etc.), with poten-
tial applications to the design and optimization of
electric energy generation and distribution systems.

Seasonal Autoregressive Moving Average

The Seasonal Autoregressive Integrated Moving Av-
erage (SARIMA) model was proposed by [Box and
Jenkins (1976)] as a stochastic approach for regres-
sion and forecasting of time series exhibiting seasonal
periodicity. The ARIMA family of models look for
a linear combination of past values and errors of the
time series. SARIMA models include a representa-
tion of the time series seasonal behavior by adding
an extra linear combination of coefficients related to
the seasonal period of the time series under consid-
eration. The number of terms for each of the com-
ponents -stationary and seasonal- is estimated by ex-
amining the autocorrelation (ACF) and partial au-
tocorrelation (PACF) functions. Thus, the model is
defined by six parameters and a seasonal length value:
(p,d,q)(P,D,Q)S, where the lowercase variables corre-
spond to the stationary component and the uppercase
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variables to the seasonal component; ‘p’ refers to the
number of auto-regressive (AR) terms, ‘d’ is the num-
ber of differences taken in the time series, ‘q’ is the
number moving average (MA) and ‘S’ represents the
season period length. A general SARIMA model is
written as:

ΦPB
SφpB(1−BS)D(1−B)dyt = ΘQB

SθqBwt (1)

ΦP (BS) = (1− Φ1(BS)− ...− ΦP (BPS) (2)

φp(B) = (1− φ1(B)− ...− φp(Bp) (3)

ΘQ(BS) = (1−Θ1(BS)− ...−ΘP (BPS) (4)

θq(B) = (1− θ1(B)− ...− θq(Bp) (5)

where (1) is the forecast equation, (2) is the autore-
gressive seasonal component, (3) is the autoregressive
stationary component, (4) is the moving average sea-
sonal component, and(5) is the moving average sta-
tionary component, with ‘B ’, the backshift function,
defined as Bkyt = y(t− k).

Feed Forward Neural Networks

Neural Network (NN) models have been used in a
wide variety of fields [Ding et al. (2016); Angelova
et al. (2015); Sutskever et al. (2014)]. Thanks to the
rapid development of high computer power, and soft-
ware packages for large-scale machine learning [Abadi
et al. (2016)], NN can be used in a more practical way
even with complex architectures such as convolutional
(CNN) or recurrent (RNN). The NN consists in a set
of “nodes” arranged in “layers”. Depending on the
network model, each node passes its output to other
nodes in the network through weighted connections
between them. The node output is calculated by an
activation function [Rosenblatt (1961)] whose param-
eters are the node inputs (and a bias value in some
cases):

ŷ = σ(WTX + b) (6)

where X is the matrix of inputs, W is the matrix
of weights, b is the vector of biases, σ is the activa-
tion function (usually nonlinear) and ŷ is the output.
A set of nodes processing these calculations at the
same time are called one “layer”, and various layers
can be stacked to increase the complexity of the net-
work output. To train a NN, i.e. to minimize the
error of the actual network output for a given input
with respect to the expected output, it is necessary
to correct the connection weights across the NN. A
typical training (learning) algorithm iteratively uses
the error of the network for an input in a training set
to calculate a weight correction factor applied to each
connection in the network, until the error obtained for
every training input is below a target threshold. Such
error is estimated by using loss functions, e.g. the
Mean Squared Error (MSE) e = 1

n

∑n
i=1(ŷ− y)2 The

loss function is then minimized using an optimization
algorithm, which updates the network weights:

wi,j = wi,j − α
δe

δwi,j
(7)

where wi,j is the weight of the connection between
nodes i and j, α is a learning rate and the partial
derivative represents the rate of change of the error
with respect to the weight change for each connection.
Every time that the whole training set has been pre-
sented to the network in the learning process, it is said
that an “epoch” has been performed. It is common
that a learning method requires several epochs to con-
verge; however, modern learning approaches explore
different epoch iteration numbers within parameter
sweep processes to achieve an acceptable network be-
havior and define a preferable network parameteriza-
tion, instead of using error thresholds. Indeed, several
parameters can be tuned to reach a satisfying model,
such as the number of nodes and/or layers, the trans-
mission or activation function, the optimizer and its
learning rate, the loss function, and the number of
epochs, among others. There are several activation
functions in the literature varying in their intervals,
like the sigmoid function with range [0,1], other oper-
ate within the range [-1,1] like the tanh. Another one,
like the Rectified Linear Unit, ReLU [Glorot et al.
(2011)], have a range between [0,∞).

ReLU = max(0, x) (8)

Recent works usually prefer the ReLU activation
function, as well as the Adam optimizer [Kingma and
Ba (2014)] which uses adaptative moment estimation
for accelerating the learning process. Another tool to
improve the learning convergence is the batch normal-
ization [Ioffe and Szegedy (2015)], which incorporates
a normalization step in each layer to reduce its inter-
nal covariate, looking for training and generalization
enhancements.

Nonlinear Autoregressive Neural Networks

Different kind of inputs can be used in the model,
such as explanatory features to predict the goal vari-
able. In the case of time series forecasting, it is pos-
sible to include previous time steps of the time series
(Ruiz et al., 3016). This method is known as a nonlin-
ear autoregressive (NAR). If exogenous variables are
considered in the model, it is called (NARX). The
NAR family of models could overcome some limita-
tions of the SARIMA approaches since they use non-
linear activation functions.

Recurrent Neural Networks

Recurrent Neural Networks (RNN) are a recent ap-
proach to time series prediction and sequence gener-
ation using NN [Karpathy et al. (2015); Lipton et al.
(2015)]. This architecture consists in nodes with a set
of gates that can recall their own previous time step
outputs, as it is shown in Figure 1. Such architec-
tures require an extra time dimension for each input.
For time-series prediction, it is recommended that the
time steps extend to one whole period at least. There
are several RNN cell classes. The most popular is the
Long Short-Term Memory, LSTM [Gers et al. (2000)],
which can recall short- and long-term dependencies

________________________________________________________________________________________________ 

________________________________________________________________________________________________ 
Proceedings of the 16th IBPSA Conference 
Rome, Italy, Sept. 2-4, 2019

 
3579

 

 
  



by the combination of gates [Olah (2015)]. There are
two states as inputs for one node: hidden state and
cell state. There is a set of four gate layers as shown
in Figure 1.

Figure 1: LSTM cell inner gates and operations.
Source: Olah (2015), adapted with permission.

The “forget gate layer” takes as input the previous
hidden state and the input features. This gate re-
moves the unnecessary data by using a sigmoid acti-
vation function. Then, the “input gate layer” takes
the previous hidden state and the input features as in-
put and decides which values will be updated through
a sigmoid activation function. In parallel, a new cell
state candidate is computed with a tanh activation
function. The “update gate layer” eliminates the data
that the “forget gate layer” removed and updates the
values of the cell state with the information passed
by the “input gate layer”. The “output gate layer”
filters the updated cell state with a tanh activation
function. It also filters the previous hidden state and
the input features with a sigmoid activation function
and combines the results into a single output.

Methods

This section describes the simulated and metered
data used in this work and presents the hybrid
model formulation for energy consumption forecast-
ing, based on SARIMA, NARX and RNN regression
methods.

Data description

The datasets in this work, used to design the hy-
brid model, belong to the CEA research team. The
metered data were acquired in the facilities of the
Nanyang Technological University (NTU) of Singa-
pore, with a total of 40 buildings, while the simu-
lated data were generated for the same buildings by
the CEA team. There were four different sources of
data:

• Weather data, obtained from a weather station
at the NTU, with values measured in an hourly
basis.

• Hourly electricity consumption of 40 buildings in
the NTU.

• Geometric data (height, length, width, footprint,
and proportions) from the sample buildings.

• Hourly simulated data of CEA for the 40 build-
ings in the NTU.

A fifth dataset represents the time features, such as
hour of the day, day of the week and a weekend mark

for Saturdays and Sundays. All data in the study
correspond to acquisitions or simulations for one cal-
endar year. The geometric building features were
summarized in seven variables, created from their use
percentage multiplied by their footprint. These fea-
tures represent the footprint proportion for every use
in each building. Table 1 presents these geometric
variables.

Table 1: Geometric features used. Source: authors.
Name Description: Footprint

fp.school Proportion dedicated to school
fp.office Proportion dedicated to office
fp.retail Proportion dedicated to retail

fp.restaurant Dedicated to restaurant
fp.multi res Dedicated to multiple residential
fp.library Proportion dedicated to library

fp.lab Proportion dedicated to lab

On the other hand, 8 features were removed from
the weather dataset, since they had NULL values.
Then, Pearson correlation tests were performed be-
tween the remaining variables to avoid highly similar
inputs that could introduce some noise to the model.
Most of the weather variables with high crossed cor-
relation values (above 0.8) were represented closely
related physical phenomena (e.g. radiation and illu-
minance), exhibiting small variations between them
(e.g. horizontal, direct or diffuse), so that only the
most representative variable for each group was in-
cluded. Nevertheless, two extra variables, dry bulb
temperature and relative humidity, were included de-
spite they presented a high correlation, since they
have different underlying physical phenomena. The
weather features used to formulate the model are
listed in Table 2.

The simulated data included features such as the
number of people inside the building, indoor rela-
tive humidity, solar radiation incidence, sensible heat
gained from transmission through the walls, among
others. In this dataset, a total of 28 variables were
available for the whole set of buildings. Pearson cor-
relation tests were also performed between these vari-
ables; some of them had high correlation values and,
as in the weather dataset, only the most representa-
tive variables were included. As a result, eight vari-
ables were selected (Table 3).

The target forecasting variable is the hourly elec-
tric energy consumption for each building (expressed
in kW/h), whose ground truth corresponds to real

Table 2: Weather features used. Source: authors.
Name Description Unit Values
Dry.Bulb.
Temp

Temperature measured
in dry conditions

◦ C -70 to
70

Relative Hu-
midity

Relative Humidity % 0 to
110

Extraterres-
trial Hor-
izontal
Radiation

Solar radiation re-
ceived on a surface
normal to the rays of
the sun at the top of
the atmosphere

Wh
m2 From 0
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Table 3: Simulated features used. Variables names
are the same as in CEA. Source: CEA.
Name Description Unit Values
People People inside the building From 0
x int Indoor relative humidity % From 0

Eal kWh Electricity consumption of
appliances and lights

kW
h From 0

Qcs sen
sys kWh

Total sensible cool de-
mand for all systems

kW
h From 0

Qcs lat
sys kWh

Total latent cool demand
for all systems

kW
h From 0

Q gain sen
vent kWh

Sensible heat gain from
ventilation and infiltration

kW
h From 0

I sol and
I rad kWh

Net radiative heat gain kW
h From 0

T int C Indoor temperature ◦C From 0

metered data, as described above. The energy con-
sumption patterns of four representative non-housing
buildings for two weeks is shown in Figure 2.

Figure 2: Scaled values for two-week energy consump-
tion in a set of buildings. Source: own elaboration.

The demanded energy exhibits both daily and weekly
seasonal behavior. The lower values in most of the
time series corresponds to weekends and the five
peak values to the maximum energy consumed dur-
ing weekdays. Given Singapore is in a tropical re-
gion, there are no noticeable seasonality at other time
scales.

SARIMA implementation

A traditional SARIMA approach was implemented.
To determine the main periodicities, the energy con-
sumption time series were plotted, and two seasonal
periods were found: daily and weekly. The data was
split in 70% entries for the training dataset and 30%
for the testing dataset. Using the programming lan-
guage ‘R’, the data were transformed into time series
objects with a frequency of 24 hours by the ts function
from base package. Both sets were scaled in training
and forecasting steps with the Box-Cox transforma-
tion, implemented in the forecast package [Hyndman
et al. (2005)]. This type of transformation needs a
lambda parameter that was auto-determined by the
BoxCox.lamba function.

In some cases, the time series need to be transformed
to obtain a stationary behavior, and even with the

seasonal time series, the seasonality needs to be trans-
formed too. To get a transformed time series, a
discrete differentiation step is used. The differenti-
ation consists of subtracting two contiguous values
of the time series and the result of each operation is
the transformed time series. To define the number
of required differences, the ndiffs and nsdiffs func-
tions (from the forecast package) were used for non-
seasonal and seasonal differences respectively. Once
the differences were applied, the time series became
stationary and non-seasonal. Then, the ACF and the
PACF were plotted to determine, by visual inspec-
tion, the number of autoregressive and moving aver-
age terms for both non-seasonal, first few lags, and
seasonal components, as the multiples of the season
lags [Box and Jenkins (1976)]. Finally, with all the
parameters needed to calculate the coefficients, the
arima function from the mentioned package in ‘R’
was used to get the value of the model coefficients,
using the same 70% of the data as training set. Once
these values were obtained, the predicted values were
calculated with the forecast function.

NARX implementation

To include the physical characteristics of the build-
ings that are constant along the year (such as the
geometric features, represented by seven values per
building), they were repeated for every hour of the
year in each building dataset. All the inputs were
scaled using the MinMaxScaler function from the
scikit-learn package [Pedregosa et al. (2011)]. The
data were split in 70% for the training dataset and
30% for the testing dataset. and shuffled with the
train test split function, to guarantee that the train-
ing set has examples from different hours of the year.

To include the AR terms in the model, defined three
different numbers of previous values were used: zero
(for 1-hour prediction), twelve and twenty-four. Once
inputs, outputs and training and test sets were de-
fined for each building, all these sets were stacked to
obtain a general dataset for all the buildings in the
study.

The number of inputs was used to define the num-
ber of nodes for each layer in the neural network:
in one scenario the number of nodes per layer was
equal to the number of inputs. Two more varia-
tions were made: one includes 10 extra nodes. An-
other one excludes 10 nodes from the initial num-
ber of inputs. The number of layers in the NARX
model was defined according to the architecture pro-
posed by [Ringwood et al. (2001)] and [Rahman et al.
(2018)]. Then, five layers were chosen as the base
model, and NN architectures defined by adding 3
layers to the base model, and by removing 3 layers
from it, were also tested. All layers were normalized
by using the batch normalization function from the
TensorFlow API [Abadi et al. (2016)] to increase the
training speed, and the ReLU activation function was
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selected for all hidden layers. No activation function
activation was used for the output layer. Following
the work of [Goodfellow et al. (2016)], a random mini-
batch training was implemented to improve the train-
ing process convergence, with a batch size of 256 train
samples. The number of epochs for all the scenarios
was 300. The learning rate for the Adam optimizer
was set to 0.003 and Mean Squared Error (MSE) was
selected as loss function. Table 4 summarizes the
NARX architecture parameters under evaluation.

Table 4: NARX model architecture parameters in this
study. Source: own elaboration.

AR input Layers Nodes Output
0 2 -10 t

[t-13,t-1] 5 0 [t,t+24]
[t-25,t-1] 8 +10

RNN implementation

For the RNN model implementation, we used the
TensorFlow API. The number of time steps ahead
selected for the forecasting evaluation was se to 24
hours, so every feature was reshaped to include 24-
time steps in the time dimension. With this choice,
there was the chance of making the output overlap
on the 24-time step so, to make comparable the RNN
forecasts with their NARX counterparts (where we
generated the energy demand of every building in
time-windows of 1 and 24-hours), the time steps of
the output were overlapped 23 and 0 hours, gener-
ating 1 and 24 new hours ahead as outputs. The
datasets were sorted properly for each building with
the same proportions for training and testing sets
(70% for train, 30% for test), and stacked to include
all buildings. The LSTM cell was selected for the
RNN architectures. The number of cells or nodes was
set based also on the number of input features, with
the same variations as in the NARX exploration (by
adding or removing 10 nodes), as well as the number
of layers (2, 5 and 8 layers). The Adam optimizer and
the MSE loss function were used to train the model
with random mini-batches. Table 5 shows the archi-
tecture parameters used to build RNN models in this
work.

Table 5: RNN model architecture parameters in this
study. Source: own elaboration.

Layers Nodes Output
2 -10 t
5 0 [t,t+24]
8 +10

Models evaluation and comparison

To evaluate the performance of all models in this
study, the Mean Average Percentage Error (MAPE)
was calculated for each forecasting window length.

MAPE =
100

n

n∑
i=1

| ŷi − yi
yi
| (9)

In order to evaluate the performance of different neu-
ral network configurations (both NARX and RNN)

using simulated data, two types of models were
tested: one including the CEA simulated data as ex-
ogenous variables and other without including them.
Thus, the combination of the parameters described
in Tables 4 and 5 yield 108 models for NARX archi-
tectures and 36 models for RNN architectures. Every
resulting model was used to forecast the building en-
ergy consumption 1 hour and 24 hours ahead. The
time and weather features are the same for all build-
ings.

Results

Dataset

Depending on the NN model to evaluate, a given
numbers of entries should be removed from the
dataset: in the 1 hour ahead forecasting, the inputs
belong to time t and the energy demanded to time
t+1. In that way, one register is removed from the
dataset. This procedure applies also for AR terms,
where the number added to the forecasting window,
in hours, implies removing that the same number of
entries. This consideration also is employed for the
RNN models. At the end, the number of training and
testing samples (entries) varies in a range between
8712 and 8759 for each building (since the hours in a
365-day year are 8760).

SARIMA

The SARIMA model was run for each building indi-
vidually because of the high variability among the
building time series values between buildings pre-
vented the training convergence of a generalized
model. The number of stationary and seasonal terms
for each building and the MAPE for daily and weekly
forecasts are shown in Table 6.

Table 6: SARIMA parameters for one subset of build-
ings and performance in forecasting. Source: authors.

Stationary Seasonal MAPE
p d q P D Q Day Week

B082 0 1 5 1 1 7 14.92 13.3
B083 0 1 5 1 1 7 14.97 13.34
B087 0 1 5 1 1 7 13.14 11.76
B201 4 1 0 5 1 3 0.04 0.05
B202 4 1 0 5 1 3 0.01 0.01

Some groups of buildings need the same number
of stationary and seasonal coefficients; however, the
model performance exhibits a high variation between
buildings with the same number of coefficients.

Table 7: SARIMA parameters for other set of build-
ings and performance in forecasting. Source: authors.

Stationary Seasonal MAPE
p d q P D Q Day Week

B133 0 1 0 1 1 4 0.03 0.04
B084 2 1 3 2 1 4 315.09 111.03
B100 3 1 1 3 1 2 113.02 73.97
B125 7 1 3 2 1 2 0.02 0.04

The performances shown in the Table 7 are quite in-
homogeneous. The difference in the number of coeffi-
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cients is also considerable. Some buildings need more
than ten autoregressive or moving average terms.
Figures 3 and 4 show that the obtained SARIMA
models provide acceptable forecasts for some build-
ings but has strong forecast deviations from real me-
tered data for others. A small but noticeable fore-
casting lag is seen in the predicted value for a day in
building B125 where the lowest energy real demanded
occurs afterwards.

Figure 3: SARIMA forecast and real data comparison
for building B097. Source: authors.

Figure 4: SARIMA forecast and real data comparison
for building B125. Source: authors

NARX

As it was mentioned above, a total of 108 NARX
models that were tested. The MAPE values for the
models with the best performance using all buildings
for train and test are listed in Table 8, for each fore-
casting window length (time-window, T.W.).

Table 8: NARX model performance for different ar-
chitectures (AR=24 for all models). Source: authors.

T.W. Layer Node
No CEA vars. CEA vars.
Train Test Train Test

24h
2 -10 697.8 700.4 508.4 506.3
5 10 543.1 542.3 931.5 919.5

1h
2 0 9.7 9.7 13.1 12.8
8 0 12.6 11.8 9.3 9.2

The highlighted values represent the best NARX
models for each time window. The 24-terms autore-
gressive architecture is the best forecasting configu-
ration in most of the cases. For all the time windows,
the models with CEA simulated variables get a better
performance. This improvement in the model train-
ing is also observable by comparing error evolution
and training and test comparison in Figures 5 and 6,

Figure 5: 24-hour forecast with CEA vars. Source:
authors.

Figure 6: 24-hour forecast without CEA vars. Source:
authors.

where the use of CEA variables enhances the learning
process through successive epochs.

These models reached a good approximation to the
energy consumption in both training and testing sets
without evidence of overfitting. There is a noisy
behavior in the evolution of training error, possibly
caused by the random mini-batch training.

RNN

Table 9 presents the models with better performance,
from the complete set of RNN 36 architectures, as a
summary of the RNN model exploration.

Table 9: RNN model MAPE values for different ar-
chitectures and hour forecast in all buildings. Source:
authors.

T.W. Layer Node
no CEA vars. CEA vars.
Train Test Train Test

24h
8 10 351.3 351.4 224.1 222.8
8 10 321.3 320.3 229 227.8

1h
5 10 337.2 337.3 213.5 214.2
8 10 814.8 817 203 203.9

The highlighted values represent the best RNN mod-
els for each forecasting time window. As in the NARX
scenario exploration, most of the models with 10 ex-
tra nodes report better performances. For all the time
windows, the models that include simulated variables
get a better performance than their purely metered
data counterparts. Figure 7 shows the training evolu-
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tion and representative 24-hour forecasts for the best
RNN model.

Figure 7: Error evolution and train and test compari-
son for RNN model forecast 24 hours in all buildings.
Source: authors.

The error decay is smoother than it is for the NARX
models, and a good fitting performance is rapidly
achieved before 50 epochs. The forecast comparison
proves that the training and testing processes exhibit
a proper performance, accurately predicting the vari-
ations in the energy consumption real data.

Discussion and conclusions

Energy demand time series presented several chal-
lenging features related to the specific use of each
building as well as the climatic conditions of their lo-
cation (Singapore). However, the hybrid model pro-
posed in this work (real and simulated data as in-
put of a regression-based forecasting model) was able
to provide a reliable energy consumption forecasting
method by using both simulated and metered data
beside a proper regression approach. The SARIMA
model exhibited a poor performance and did not
reach an acceptable fit of the time series for most
of the buildings in the dataset, and sometimes pre-
sented large forecast deviations from the actual me-
tered energy consumption data. Moreover, the re-
sulting SARIMA model structure exhibited a high
variation between buildings and required ten or more
AR and/or MA terms (almost a half of the season
length) for some cases. Indeed, there are considerable
variations in the number of stationary and seasonal
component coefficients, causing that every new build-
ing will require its own training process, including
ACF and PACF analysis. Given such drawback, this
model appears as an expensive alternative for a large
quantity of buildings, since it lacks a unique, general-
ized structure to produce reliable forecasts for every
new instance (building). The possible addition of ex-
ogenous variables to propose a SARIMAX approach
could be an interesting research path to confirm such
limitations. On the other hand, the NARX models
explored in this study provide sound forecasts for all
buildings. The inclusion of AR terms in the input

features enhanced both the model training conver-
gence and the forecasting performance. Architectures
without AR terms cannot reach the performance lev-
els achieved by their counterparts with 24 AR terms.
The non-linear combination of explanatory variables
and AR terms in the NN architecture could generalize
the energy forecasting for the buildings in the dataset,
with a reliable fitting of the real data. Including sim-
ulated variables from the CEA toolbox improved the
NARX performance for most of the scenarios, with
a MAPE reduction of about 6% in the 24-hour fore-
casting and 5% in the 1-hour forecasting. Also, the
number of epochs to achieve a good performance were
much lower when the CEA variables were included.
The RNN LSTM-based models performed even better
than the NARX models for all forecasting scenarios,
no matter the time-window selected for each test. A
reduction of 55% in MAPE value of the best 24-hour
forecasting model was achieved using LSTM instead
NARX as regression approach. Most of the models
in this study yields better predictions by adding ex-
tra nodes to each layer (up to 10 in the proposed
experimentation) and if extra layers are included (up
to 3 for this study), as it is shown in Tables 8 and
9. A combination of LSTM cells with CEA vari-
ables yields the best performance. The best model
for 24-hour energy demand forecasting was an RNN
with LSTM cells, 8 layers and 10 extra nodes includ-
ing the CEA simulation variables. This architecture
reduced the MAPE value in about 30% compared
to the model without CEA variables. Additionally,
models designed to forecast energy consumption for
shorter periods have lower MAPE values. Thus, a
more detailed performance exploration for different
RNN configurations could lead to better predictions
and should be addressed in future works.
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L. G. B. Ruiz, M. P. Cuéllar, M. D. Calvo-Flores,
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