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ABSTRACT
This paper sets out to test the performance of
surrogate modelling optimisation techniques on a
highly-discrete building design problem. The true
optimum is first established through comprehensive
analysis using a multi-processor computer, this
enables the performance of the optimisation to be
assessed precisely. The performance is compared
against a stand-alone evolutionary algorithm (EA) on
the same design problem. Preliminary results show
that for this design problem surrogate modelling is
capable of finding the true optimum, and suggest that
it may be more reliable and faster at doing so than a
stand-alone EA.

INTRODUCTION
The total CO2 emissions from energy use in a given
building are dependent on a large quantity of
variables including occupant behaviour, building
location and building design. Focussing just on the
building design choices still leaves an extremely
large set of possible solutions. While for some of
these variables the optimum may be a simple case of
maximising or minimising there are many others for
which choosing the optimum value will involve
striking a balance between competing objectives and
will depend on the values chosen for other variables.
Furthermore, even for relatively simple variables the
optimum assignation, when considered alongside
other variables and with a limited monetary budget,
is non-trivial.
For each additional variable under consideration, the
number of possible designs (the design space)
increases
exponentially,
meaning
that
a
comprehensive analysis of every design in a dynamic
simulation engine rapidly becomes prohibitively time
consuming.
Methods for efficiently searching the design space
for the optimum design have been proposed
(Verbeeck and Hens, 2007; Coley et al., 2002), with
one of the most successful and extensively studied
methods being evolutionary algorithms (EAs). These
use Darwinian concepts of selection, sexual
reproduction, mutation and crossover to “evolve”
better buildings from an initial sample population.
This method has been shown to be effective at
finding optimum designs (Hasan et al., 2008), but can

still require many hundreds, or even thousands of
samples of the dynamic simulation engine. Because
this method remains very time-consuming, many
studies of this type have sought to either reduce the
complexity of the building models in order to
minimise time taken for each sample (Wang et al.,
2005), adjust the various parameters of the
evolutionary algorithms in order to more efficiently
search the design space (Wright and Alamji, 2005),
or set the optimisation off to a good start by
“seeding” the initial population with known good
designs, rather than starting with a random sample
(Hamdy et al., 2011).
Surrogate modelling optimisation is a method that
has been used in other engineering fields for the
optimisation of designs for which the evaluation of
samples is time consuming (Huang et al., 2011;
Forrester et al., 2007 and 2008). It involves building
a probabilistic surrogate model after initial sampling
of the design space, and running the evolutionary
algorithm on this surrogate model, rather than on the
main model. Interrogating the surrogate model is
considerably faster than interrogating the dynamic
simulation model. This has been noted as promising
for the field of building design optimisation (Wetter
and Wright, 2004). However, concerns remain
regarding the ability of the surrogate model to handle
highly discrete variables (Hawe and Sykulski, 2007).
Since building design problems often involve choices
between discrete variables, the performance of
surrogate modelling optimisation techniques on these
sorts of design problems needs to be established
before concluding whether they offer improvements
over evolutionary algorithms used on their own.
This paper tests the efficacy of surrogate modelling
optimisation at finding the single-objective optimum
in a design space with ten highly discrete variables.
The true optimum is determined through
comprehensive analysis using a multi-processor
computer, and a more traditional evolutionary
algorithm without a surrogate model is tested on the
same problem for comparison.

METHODOLOGY
Building model
The basic building upon which the comprehensive
analysis and subsequent optimisations were done was
kept relatively simple in order to speed up the

- 1012 -

Proceedings of Building Simulation 2011:
12th Conference of International Building Performance Simulation Association, Sydney, 14-16 November.

comprehensive analysis process, and because the aim
of the research was to test surrogate modelling as an
optimisation methodology, rather than to answer
particular questions about building design. The
model was built in Design Builder, a user-friendly
front end to the established simulation engine Energy
Plus (US department of Energy, 2011). After
building the model it was exported as a file to be run
independently in Energy Plus. The model was
simulated using typical weather data for London
Gatwick, England.
The model was a two-storey terraced house with a
footprint of 100m2 (200m2 total floor area), with the
first floor consisting of a lounge, kitchen, dining
room, hall and toilet and the second floor having
three bedrooms a hall and a bathroom. Activity
schedules for lighting, heating, cooling and internal
gains were left as the default for each type of zone.
Choice of variables
Ten variables were chosen, each of which was
allocated three possible discrete values. These are
shown in Table 1, below. A comprehensive analysis
of all possible designs involved 59,049 simulations.
Table 1.
Variables to be altered in comprehensive analysis
and optimisation, along with available choices for
each variable.
Variable
Thermal mass layer
Southern wall window
size
Northern wall window
size
Southern wall window
type
Northern wall window
type
External door type

Southern window
shading (solid pergola)
size
N, E, W external wall
insulation thickness
Southern external wall
insulation thickness
Roof and floor
insulation thickness

Possible choices
None
0.05m dense concrete
0.1m dense concrete
20% of wall area glazed
50% of wall area glazed
80% of wall area glazed
20% of wall area glazed
50% of wall area glazed
80% of wall area glazed
Double-glazed, air-filled
Double-glazed, argon-filled
Triple-glazed, air filled
Double-glazed, air-filled
Double-glazed,
argon-filled
Triple-glazed, air filled
Solid wood
Insulated wood
Glazed (glazing type to match
northern wall window type)
Extends 1m from building
Extends 1.5m from building
Extends 2m from building
0.1m
0.2m
0.3m
0.1m
0.2m
0.3m
0.1m
0.2m
0.3m

Choice of objective function
The objective function chosen as a way of comparing
the performance of the building designs was the total
CO2 emissions from energy used to heat, light and
cool the building.
Heating and cooling were
provided by district gas and electrical systems,
respectively, and lighting efficiency was left at the
default value of 5W/m2-100lux. The CO2 content
was assumed to be 0.19kg/kWh for gas and
0.42kg/kWh for electricity. Although it is unlikely
that a domestic property in London would be fitted
with a cooling system this was felt to be an
appropriate penalty function for overheating.
Comprehensive analysis
The comprehensive analysis was prepared and
executed using jEPlus, a batch processor for
parametric Energy Plus studies. The use of a 256core computer enabled what would otherwise have
been a prohibitively time consuming investigation.
The outputs from these studies were used to calculate
total operational CO2 emissions from each of the
59,049 different designs. Knowledge of the true
optimum (the design with the lowest CO2 emissions)
means the performance of the two optimisation
methods could be accurately assessed, although such
knowledge would of course not be available when
using optimisation techniques on a real design
problem.
Optimisation algorithms
All of the optimisation algorithms used in this study
are freely available on Dr Alexander Forrester’s
website
(http://www.soton.ac.uk/~aijf197/academic.htm).
Unless otherwise stated all settings were left as
default.
In both types of optimisation, because the value for
all possible designs was already known sample points
were taken from the results file, rather than rerunning every simulation in Energy Plus
Traditional evolutionary algorithm optimisation
The evolutionary algorithm used was a genetic
algorithm with the following default characteristics:
- Tournament size of 5
- 20 bits per variable
- Probability of reproduction (copying) = 0.1
- Probability of crossover = 0.5
- Probability of mutation = 0.4
- Equal chance of either single or double
point crossover.
The population size and number of generations were
altered as described in the results section.
Surrogate modelling optimisation
The surrogate modelling optimisation process starts
with sampling the design space at points chosen
using a Morris-Mitchell-optimal Latin hypercube.
After this initial sampling has been done a Kriging
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surrogate model is built that allows a prediction of
the value at un-sampled points based on their
proximity to previously sampled points. The same
evolutionary algorithm as described above is then run
on this surrogate model for a set population size and
number of generations (a population size of 100, and
50 generations in this case) and the predicted best
design is taken and simulated on the true model. The
true value of the objective function at that point is
then used to refine the surrogate model before
another run of the evolutionary algorithm. This
iterative process between evolving the design on the
surrogate model, testing suggested optima on the
main simulation model and refining the surrogate
model continues for a number of iterations chosen by
the operator. For a more detailed description of
surrogate modelling optimisation see for example
Forrester et al., 2007 and 2008.

RESULTS
Comprehensive analysis
The spread of values for the objective function was
between 1843 and 2910kgCO2 with the following
values for each variable characterising the global
optimum;
-

Thermal mass = 0.1m dense concrete
North window size = 20% of external wall
South window size = 20% of external wall
South window type = double glazed, argon
filled
North window type = triple glazed, air filled
Door type = glazed
Shading size = 1m
N, E, W external wall insulation = 0.3m
Southern external wall insulation = 0.3m
Roof and floor insulation = 0.3m

Stand-alone evolutionary algorithm (EA)
A typical progression of the evolutionary algorithm is
shown in Figure 1, below.
The first point
corresponds to the best-performing design in the
initial population. The optimum in this case is found
after 20 generations.

Figure 1. The progression of the objective function
for an optimisation using a stand-alone evolutionary
algorithm with a population size of 20.
The performance of the evolutionary algorithm was
tested across a range of different population sizes and
numbers of generations. The results of these tests are
shown in Table 2, below.
Table 2. Optimisation results for the stand-alone
evolutionary algorithm.
Population
characteristics
(size, number
of
generations)

CO2
emissions
of best
design in
starting
population

Optimum
design
found?

Number of
samples
required to
find
optimum
Not found
after 500
samples

5 individuals
100
generations

2150kg

Not found.
Second best
design
found.

10 individuals
50 generations

1910kg

Yes

130

20 individuals
25 generations

1960kg

Yes

400

Surrogate modelling optimisation
The progression of a typical surrogate modelling
optimisation is illustrated in Figure 2, over. Each
point in Figure 2 represents a sample of the true
function. Points within the shaded area are designs
sampled during the initial Morris-Mitchell-optimal
Latin hypercube based sample. Subsequent points
represent attempts to find the optimum design.
Between each consecutive point 50 generations of
evolutionary algorithm are run on the surrogate
model.
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Figure 2. The progression of the surrogate
modelling based optimisation with an initial sample
size of 50.
The performance of the surrogate modelling
optimisation was assessed for different initial sample
populations.
The results of these tests are
summarised in Table 3, below. The total number of
samples required includes the initial sample; i.e. if 70
samples were required to find the optimum and the
initial sample size was 50 then 20 iterations of the
optimise-test loop were run.
Table 3. Performance characteristics for runs of the
surrogate modelling optimisation performed with
different sizes of initial population.

Initial
sample size

CO2
emissions
of best
design in
initial
sample

12
25
50
100

1963kg
1876kg
1893kg
1915kg

Optimum
design
found?
Yes
Yes
Yes
Yes

Total
number of
samples
required to
find
optimum
93
31
70
113

DISCUSSION
Both the stand-alone evolutionary algorithm and the
surrogate modelling optimisation were capable of
finding optimum, or very near to optimum, designs
for the tests performed. The performance of the
surrogate modelling optimisation appears to be
slightly better than that of the evolutionary algorithm
on the basis of the total number of samples required
to find the optimum. The surrogate modelling
technique found the optimum design every time (the
stand-alone EA failed in one test), and the number of
samples required by even the worst performing
surrogate modelling optimisation (113 for the sample
size of 100) was still fewer than required for the best
performing stand-alone EA (130 samples, for the
population size of 10).

However, it is clear that how quickly either
methodology finds the optimum depends heavily on
the designs selected in the first phase of the process –
the first population for the stand-alone EA and the
initial sample for the surrogate modelling
optimisation. The optimisation runs that found the
optimum point fastest, for both the stand-alone EA
and the surrogate modelling optimisation were those
that had found very good designs, by chance, in the
initial sample or starting population (see column 2 in
Table 2 and Table 3). The selection of the initial
population in the stand-alone EA is random, and
while the selection of sample points for building the
surrogate model is systematic it is made without any
knowledge of the nature of the design space.
Therefore the selection of both the starting
population and the initial sample is a stochastic
process – a particular technique or set-up may have
worked well simply through chance. Although
surrogate modelling performed better in the tests
presented here, more trials would be required to
make robust conclusions on which method had the
better performance on this design problem.
Retrospectively it is clear that the design problem
posed is also simpler than intended – all the variables
except one (southern window type) involved simply
maximising or minimising the variable, and there
were probably no significant local optima. This will
have made the optimum design much easier to find.
Running the same tests with a more difficult design
problem, either through the inclusion of a cost
function or through the inclusion of more complex
variables may be required to conclude more robustly
that surrogate modelling is capable of handling
highly discrete variables and which of the two
optimisation methods is most suitable.
There may be additional improvements that can be
made to the way surrogate modelling deals with
discrete variables. The surrogate modelling method
assumes that each variable is continuous between
zero and one, and code is needed to turn these
fractions into one of three discrete choices. Because
changes to the population made in the “evolution”
stage may be very small, the same design may be
sampled many times. Up to a third of the sample
designs chosen in the optimisation stage were
duplicates. If a way of telling the surrogate model
that only a discrete number of choices exist for a
given variable this should improve performance
considerably.

CONCLUSIONS
For the design problem studied in this paper both the
surrogate modelling optimisation and a stand-alone
evolutionary algorithm were shown to be able to find
designs very close to the true optimum, and in most
cases actually find it. The results presented here
indicate that surrogate modelling may be able to find
the optimum more reliably and with fewer sampling
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points, although insufficient tests were done to make
this conclusion statistically robust.
A more complex design problem, either through the
addition of more variables, variables expected to give
local optima, or including cost as a second objective,
should allow a more robust analysis of the relative
strengths and weaknesses of the two optimisation
techniques.
Although surrogate modelling has been shown here
to be effective at searching the design space, the
assumption that each variable is continuous means
that many of the points sampled during the
optimisation phase will be duplicates. A method for
reducing the number of duplicate samples could be
expected to improve the efficiency of the surrogate
modelling optimisation.
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